EMFAC
EMFAC is a FORTRAN program that uses the mixture of factor analyzers method to cluster observations. It can be used with a pre-determined number of clusters or it can be used to test whether you have the number of clusters which gives the best classification. You can choose how many factor analysers you wish to fit, whether the cluster covariance matrices are equal and if they are unequal whether they have a common diagonal matrix.
Input

The input should be a text file containing the data values and optionally an initial classification of the observations. The data values should be separated by spaces or commas and by default there should be as many data rows as there are observations and as many columns as there are variables. You can choose to use a subset of the variables and once the data has been read and if necessary subset you can transpose it so the rows become the variables and the columns become the observations.
If you are supplying an initial classification it comes after the data. It consists of integers identifying which group an observation belongs to. Once again they are separated by spaces or commas. If there are g groups they are the integers from 1 to g. The group identifiers have to be integers with no decimal points - 1 rather than 1.00. It does not matter how many lines they are spread over. If there were say 125 observations you could have the group identifiers on five lines with 25 entries each, 12 lines with ten entries and one with five or 125 lines with one entry each.

If you get diagnostics about unexpected end of file or invalid input check the file dimensions and format.
Running

We will use the Vietnam data set as an example in this description of how to use EMFAC.

To start EMFAC run the EMFAC.exe file from the command line or from a shortcut that you have created. 

It will then ask whether you wish to fit a model with a pre specified number of clusters, to try a range of cluster numbers or to do a bootstrap test of whether we can improve a classification by increasing the number of clusters by one. Enter the integer corresponding to your choice – 1, 2 or 3.
It will then ask for the name of the input file. Enter the full path name of the file. Do not put the name in quotes. The path name must not contain any spaces. For example using the Vietnam data set this might be D:\Vietnam\vietnno
Next it will ask for the name of the output file that it will create. This has a similar form to that of the input file. For example D:\Vietnam\viet17.out
Next it will ask for the name of a Matlab file that it will create. This has a similar form to that of the input and output files except that its name ends in .m. For example D:\Vietmam\viet17.m
Next it asks for a name for a model file that it will create. This has a similar form to that of the input and output files. For example D:\Vietnam\viet17.md
Next it asks for the number of observations. Enter this – 224 for the Vietnam data set.

Then it asks for the number of variables. Enter – 17 for the Vietnam data set.

It will then ask whether you wish to use only a subset of the variables. If you wish to use all the variables then repeat the number of variables. In this example enter 17.
If you only wished to use some of the variables enter the number of variables that you wish to use. For example if you wished to use the first 4 columns you would enter 4. If you are only using some of the variables it will then ask you which ones. In this case you would enter the numbers 1 2 3 4

Next it asks whether you wish to transpose the data reversing the role of rows and columns. In this example enter 0 -  the rows correspond to the observations which we wish to cluster.
It then asks for the number of factor analysers that we will fit within each cluster. In this case we might want 2 factor analysers per cluster so we enter 2.

It then asks whether we wish to scale the data. In this case the data are already standardized so we enter 0. If we had entered 1 the variables would have been standardized to have zero mean and unit variance.

It then asks for the number of groups or if we are looking at a range of group numbers the minimum number of groups that we are considering. Say 6 in this case. If we are looking at a range of group numbers it asks for the largest number of groups that we are considering.
It then asks us to choose whether we want all the clusters to have equal covariance matrices or whether we will allow them to differ. In this case we will allow them to differ so we enter 2.

We are now asked how we wish to initialize the EM algorithm. We have a choice between using an initial grouping that we specify, using initial parameter estimates or allowing the program to choose the initial classification. We will allow the program to choose the initial classification so we enter 3.
The program now asks whether we wish to use t-distributions. In this example we will not so we enter n.

If the program is choosing the initial classification it asks us how many random starts to use, what percentage of the data to use to create these random starts and how many k-means starts to use. For example we might use 10 random starts using 70% of the data and 5 k-means starts. So we would enter 10, 70 and 5 at the next three prompts.

If we have chosen to have unequal covariance matrices we are now asked whether we wish them to have common D. Usually we will want this so we will enter 1.

It now asks us for an initialization method for B. Choose 0 – the Bishop method. The Hinton method has problems.

Finally it asks for 3 seeds for random number sequences. Enter 3 numbers chosen however you wish.
EMFAC should now run and write its results to the output file that it has created. Since this is computationally intensive this might take a while to run.  When the command prompt returns in the command window EMFAC has finished running. Look at the output file for your results or in the case of problems for diagnostics.

